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Zusammenfassung

The problem of finding influence sets for a specific point, e.g. determining
the influence of a location for a new restaurant on potential customers, can
be realized by processing reverse k nearest neighbor queries. Although a lot of
research has already been published on this topic, there is no adequate solution
to solve the problem in time-dependent networks. In this work, we address the
issue to solve RkNN queries in networks considering time-dependency, e.g.
in road networks where traffic conditions can influence the travel speed. One
problem coming up due to time-dependency is that reverse nearest neighbors
can change over time even if the objects are assumed to be static. We present
two algorithms: one to solve the RkNN problem for a specific point in time
and another one which computes an RkNN schedule for a whole range in
time, e.g. one day. This schedule can be pre-processed and is able to retrieve
reverse nearest neighbors of a query point q for one point in time as well
as for time intervals. Both algorithms use a pruning technique to minimize
the necessary network expansion. Finally, we compare the proposed methods
for monochromatic and bichromatic queries to simple baseline solutions by
using time-dependent road networks of different sizes, various densities for
the points of interests and various values for k. The results show that our
proposed algorithms are orders of magnitude faster than the straightforward
alternatives.



Zusammenfassung

Das Finden von influence sets für einen gegebenen Punkt, wie beispielswei-
se das Bestimmen des Einflusses eines Standortes für ein neues Restaurant
auf potentielle Kunden, ist ein häufig auftretendes Problem. Eine verbreitete
Methode zum Bestimmen solcher influence sets sind reverse k nächste Nach-
bar (RkNN) Anfragen. Obwohl bereits viel Forschungsarbeit zu diesem Thema
veröffentlicht wurde, gibt es noch keine adäquate Lösung für dieses Problem in
zeitabhängigen Netzwerken. In dieser Arbeit behandeln wir das Thema

”
RkNN

Anfragen in zeitabhängigen Netzwerken“, wie es zum Beispiel üblicherweise in
Straßennetzwerken gegeben ist, bei denen die Verkehrsbedingungen die Reise-
geschwindigkeit beeinflussen. Ein Problem, das aus der Zeitabhängigkeit folgt,
ist, dass sich die reverse nächsten Nachbarn mit der Zeit verändern, auch wenn
die Objekte im Netzwerk als statisch angenommen werden. Im Folgenden stel-
len wir zwei Algorithmen vor: einen um das RkNN Problem für einen gege-
benen Zeitpunkt zu lösen und einen, der einen RkNN Schedule für eine ganze
Zeitspanne, wie z.B. einen Tag, berechnet. Dieser Schedule kann vorberechnet
werden und ist sowohl in der Lage die reverse k nächste Nachbarn eines Anfra-
gepunktes q für einen Zeitpunkt als auch für ein ganzes Zeitintervall zurück zu
geben. Am Ende der Arbeit vergleichen wir die vorgestellten Methoden für mo-
nochromatische und bichromatische Anfragen mit einfachen Baseline-Ansätzen
unter Verwendung von zeitabhängigen Netzwerken verschiedener Größen, va-
riierenden Dichten für die Points of Interests und verschiedenen Werten für k.
Die Ergebnisse zeigen, dass die von uns vorgeschlagenen Algorithmen um ein
Vielfaches schneller sind als die Baseline-Ansätze.
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Kapitel 1

Introduction

Many applications like resource allocation, profile-based marketing, adverti-
sing campaigns, decision support etc. may benefit from the knowledge about
influence sets. In general the concept of influence sets depends on the ap-
plication, e.g. the influence set of a new store may contain customers that
are influenced by it due to the proximity [KM00]. A powerful method to get
information about influence sets is to perform a reverse k nearest neighbor
(RkNN) query. Given a set of (multidimensional) data points P , also cal-
led points of interests (POIs), and a query point q, a k nearest neighbor
(kNN) query retrieves those k POIs that are the closest ones to the que-
ry point q [RKV95]. The set of the k nearest neighbors kNN(q) is defined
as {∀o ∈ kNN(q) : ¬∃o′ ∈ DB\kNN(q) : dist(o′, q) < dist(o, q)}, having
dist as a distance metric. An RkNN query retrieves those points of a da-
tabase that have the query point among one of their k nearest neighbors,
RkNN(q) = {o | q ∈ kNN(o)}. In general, there are two types of kNN and
RkNN queries: the monochromatic and the bichromatic type. While query
points and possible results of a query are from the same set of points P in the
monochromatic case, they are from different sets P and Q in the bichromatic
case, e.g. q ∈ Q and RkNN(q) ⊆ P .

RkNN queries have already been considered widely for Euclidean and ge-
neral metric data [KM00, SAA00, SRAEA01, SFT03, YL01, TPL04, TYM06,
ABK+06b, ABK+06a, ABK+07, AKK+09, YM07]. However, most of these ap-
proaches are not applicable in case of using a network, e.g. a peer-to-peer
(P2P) or a road network, and all of them are inapplicable if the network is
time-dependent. Given an undirected, weighted graph G = (V,E,W ) with
V being a set of nodes, E the set of edges and W the set of weights which
contains a positive real number w(ni, nj) for each edge ninj ∈ E. The edge
weights can be interpreted domain specific. While an edge weight w(ni, nj)
can be interpreted as the travel time or the euclidean distance between the
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KAPITEL 1. INTRODUCTION

nodes ni and nj, with ninj ∈ E, in a road network, it would may be the
latency in a P2P network. Assuming that the weight of an edge is equal
for both directions, i.e. w(ni, nj) = w(nj, ni), and that the network distance
dist(ni, nj) is defined as the minimum sum of weights of any path between the
two nodes ni, nj ∈ V , meaning that the triangle inequality, i.e. dist(ni, nj) ≤
dist(ni, nk)+dist(nk, nj) for every nk ∈ V , holds, the network distance is a me-
tric. Therefore, Euclidean techniques fail in case of networks obviously due to
the non-existence of some assumed properties like using the euclidean distance
for pruning [SRAEA01, TPL04]. [YPMT06] proposes an algorithm to process
RkNN queries in such graphs. [ABK+06b, ABK+06a, ABK+07, AKK+09] pro-
pose techniques to solve the RkNN search problem in arbitrary metric spaces
efficiently and thus are applicable in this case, too, but instead of capturing
the connectivity of nodes, these approaches just use the triangle inequality for
their search which can result in a loss of speed [YPMT06].

In fact, the definition of the network distance, that it is symmetric and
satisfies the triangle inequality, just holds for graphs with static edge weights.
Given the interpretation that G is a road network, V the set of network junc-
tions, E the set of road segments and w(ni, nj) ∈ W the time it takes to travel
from ni to nj. Generally, the traversal costs depend on the traffic and on the
departure time, which is the point in time at which a traveler leaves its origin.
For instance, it usually consumes more time to drive through the city center
during the rush hours than it does in the night. Thus w(ni, nj) has to be a
function over time, e.g. a day, retrieving the necessary time it takes to traverse
the edge ninj at a given departure time t. In this case, the edge weights are not
static and it is easy to show that the network distance is neither symmetric
nor does the triangle inequality hold. So it is not a metric anymore (we will
show this in section 2.1) and thus, existing algorithms for RkNN processing
are not applicable.

In this work, we consider time-dependency to process RkNN queries. In
terms of a time-dependent network, a TD-RNN query retrieves those objects,
whose travel times to the query object are smaller or equal than to any other
object of the same set as the query object. Analogously, a TD-RkNN query
retrieves those objects which have the query object as one of their k fastest
reachable objects. Assume following scenarios:
(1) Given several locations for a new fast-food restaurant, one reason to deci-

de which location is best may be the influence that a fast-food restaurant
would have to other restaurants in the corresponding area of the location.
From the point of view of the company, it might be better to choose a
location with high influence on competitors to drive them out of the mar-
ket. For instance, a monochromatic time-dependent RkNN query helps to
determine the location that has the most influence to other restaurants
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Abbildung 1.1: Example for a monochromatic TD-RkNN query.

at lunch and dinner time. Figure 1.1 gives an example for this scenario.
It shows a simplified road network where {n1, . . . , n4} are possible locati-
ons for a new restaurant and {r1, . . . , r4} are competitive restaurants. The
numbers in the brackets give the travel times (in minutes) for lunch time
until 4pm and 4pm until lunch time. The first thing that can be observed
is that although the restaurant in r3 is obviously in R1NN when regarding
the euclidean distance, it is not in the time-dependent R1NN set at neither
point in time when regarding the time-dependent network distance. The
second point that is illustrated is that the RkNN sets can change over
time, e.g. while r1, r2 and r4 ∈ R1NN(n4, 12pm) they are not reverse 1
nearest neighbors at 4pm, i.e. R1NN(n4, 4pm) = ∅. In our example, the
location n4 might be a good location due to having a lot of influence on
competitive restaurants at lunch time. The fact that a restaurant in this
location has no influence at 4pm in our model is possibly not important
due to expecting not many customers at this time.

(2) Another important point to make a decision for the right location of a
new restaurant might be the influence on potential customers. In this case,
a company may decide for the location which maximizes the number of
potential customers that would have this restaurant as their nearest, resp.
as one of their k nearest ones in comparison to competitive restaurants. As
in the first scenario, the time-dependency is an important factor because
a restaurant should attract most customers at lunch and dinner time. A
bichromatic time-dependent RkNN query helps to determine the influence
of a location in this scenario.

(3) Furthermore, a company may be interested in determining the influence
of a location for time intervals, e.g. 12pm until 2pm, due to lasting the
business for lunch time over a period of time. In this case, a RkNN schedule,
containing the correct RkNN sets for every point in time during a fixed
period of time, e.g. a day, might be helpful.

These applications show that TD-RkNN queries can be useful in the monochro-
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KAPITEL 1. INTRODUCTION

matic and the bichromatic case as well. Furthermore, there might be the need
of processing RkNN sets for whole periods in time. Due to time-dependency,
this problem cannot trivially be solved by computing the RkNN sets for two
points in time representing the edge values of the wished time interval. There-
fore we propose both, algorithms to solve the TD-RkNN problem for a given
point in time t and to solve it for time intervals. Latter problem is solved
by pre-computing a so called RkNN schedule which contains RkNN sets for a
whole range in time [0, T ) and can be queried for one point in time and also for
time intervals I ⊆ [0, T ). Both algorithms are shown for the monochromatic
and the bichromatic case.

A straightforward method to solve the RkNN problem in general is to
compute the kNN sets for every POI and check in which kNN set the query
point is contained. This can lead to quadratic costs in terms of runtime and I/O
costs. Doing it in a time-dependent network makes it even more expensive, as
each point in time has to be considered as well. To address this, we propose an
extension of the pruning rule given in [YPMT06] to solve the time-dependent
RkNN problem much more efficiently by avoiding unnecessary computations.
Furthermore we apply several techniques to deal with the frequently changing
edge weights efficiently for computing the TD-RkNN schedule.

The rest of the work is organized as follows. Chapter 2 first introduces
some terms and definitions in 2.1 before we formulate the problem statement
formally in Section 2.2. In Chapter 3, some background knowledge and related
work is described briefly. Our proposed approaches are presented in Chapter 4,
whereas Section 4.1 shows the algorithms for RkNN queries in time-dependent
road networks for one given departure time t and Section 4.2 shows algorithms
for computing TD-RkNN schedules. Experimental evaluations for synthetic
data of the proposed algorithms are shown in Chapter 5 and Chapter 6 finally
concludes the work and gives a short outlook to future work.
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Kapitel 2

Preliminaries

This section first briefly introduces some terms and definitions that are fre-
quently used in this work. Furthermore, we will give a formal definition of the
problem that we address, in the second part.

2.1 Terms and Definitions

A time-dependent graph (TDG) is defined as a graph G = (V,E,W ) with
V = {v1, ..., vn} being the set of vertices, E = {〈vi, vj〉|vi, vj ∈ V ∧ i 6= j}
being the set of edges and W = {fvivj |〈vi, vj〉 ∈ E} with fvivj : [0, T ) → R+

being the set of edge weights. In a time-dependent graph, an edge weight is
a function which maps a time instant t ∈ [0, T ) to a positive real number
representing the costs of traversing the edge. Such a function is called time
function and is required to be periodic, having one period from 0 to T where
T is a domain-dependent time length, e.g. T = 24h for one day. Due to the
edge weights being time functions, the costs of traversing an edge varies in
dependency of the time t ∈ [0, T ) at which the edge is started to be traversed.
This point in time t is called departure time.

For simplicity, we make the following assumptions:

• The cost of traversing an edge at a given departure time t are equal for
both directions, meaning that an edge weight function is valid for both
directions.

• W is a set of piece-wise linear functions fulfilling the FIFO property,
meaning that an object that traverses an edge 〈vi, vj〉 ∈ E at departure
time t arrives earlier at the end of the edge than an object that starts
traversing the edge at departure time t + w where w > 0, or formal
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KAPITEL 2. PRELIMINARIES

fvivj(t) < w + fvivj(t + w). Due to the FIFO property, the existence of a
simple shortest path is guaranteed [Hal77, KS93]. Otherwise, the time-
dependent shortest path problem would become NP-hard [OR90]. Note
that a simple path is defined as a path in which no vertex appears twice.

• Due to the possibility of including interesting locations like points of
interests (POIs) or query points that appear on edges, as new vertices in
V , as it is proposed in [CNdM12], we assume the network to be restricted,
meaning that POIs do not appear on edges but rather solely in vertices
of the TDG.

To be able to formalize the problem we address in this work, we use the follo-
wing definitions:

Definition 1. Given a TDG G = (V,E,W ), the arrival time to traverse
an edge 〈vi, vj〉 ∈ E at departure time t ∈ [0, T ) is given by AT (vi, vj, t) =
(t + fvivj(t)) mod T [CNdM12].

Definition 2. Given a TDG G = (V,E,W ), a path p = 〈vp1 , . . . , vpi ,
vpi+1

, . . . , vpn〉 in G and a departure time t ∈ [0, T ), the travel time of p is the

time-dependent cost to traverse this path, given by TT (p, t) =
∑n−1

i=1 fvpivpi+1
(ti),

where t1 = t and ti+1 = AT (vpi , vpi+1
, ti) [CNdM12].

Definition 3. Given a TDG G = (V,E,W ), two vertices vi, vj ∈ V and a
departure time t ∈ [0, T ), the network distance d(vi, vj, t) between the ver-
tices vi and vj is the minimum travel time of any path between them. The
lowest network distance between vi and vj for any time t ∈ [0, T ) is denoted
as dl(vi, vj).

Due to this definition of the network distance, we can formulate the following
lemma.

Lemma 1. The network distance in time-dependent networks, defined as in
Definition 3, is neither symmetric nor does the triangle inequality hold and
thus is not metric.

Proof. If the network distance is assumed to be symmetric, the network
distance between two vertices vi and vj, i.e. d(vi, vj, t), would be equal to
the network distance d(vj, vi, t) for a given departure time t. Given a TDG
G = (V,E,W ) with V = {v1 − v4}, E = {〈v1, v2〉, 〈v2, v3〉, 〈v1, v4〉, 〈v4, v2〉}
and W being the set of time functions with
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KAPITEL 2. PRELIMINARIES

fv1v2(t) =

{
2 if 0 ≤ t < 3

6 else
, fv2v3(t) =

{
3 if 0 ≤ t < 3

1 else
, fv1v4(t) = 1 and

fv4v2(t) = 1. For departure time t = 1, the network distance between v1 and v3
is d(v1, v3, 1) = 4, and the network distance between v3 and v1 is d(v3, v1, 1) =
5. So, d(v1, v3, 1) 6= d(v3, v1, 1) and thus, the network distance is not symme-
tric. The triangle inequality states that for any triangle, the sum of the lengths
of any two sides must be greater than or equal to the length of the remaining
side [KK01], in our case d(vi, vj, t) ≤ d(vi, vk, t) + d(vk, vj, t + d(vi, vk, t)) for
vi, vj, vk ∈ V and a fixed departure time t. This is obviously not valid in
the given example, because for any departure time t ≥ 3, the network distance
d(v1, v2, 4) = 6 is greater than the sum of the network distances d(v1, v4, 4) = 1
and d(v4, v2, 5) = 1.

Definition 4. Given a TDG G = (V,E,W ), the lower bound graph of G is
a graph Gl = (V,E,Wl) where V and E remain same as in G, but Wl is the set
of constant edge weights with fL,vivj = mint∈[0,T ){fvivj(t)}, for all fvivj ∈ W .
The upper bound graph can be defined as Gu = (V,E,Wu) similarly, but ha-
ving Wu as the set of constant edge weights with fU,vivj = maxt∈[0,T ){fvivj(t)},
for all fvivj ∈ W [CNdM12].

Definition 5. Given a TDG G = (V,E,W ), a set of points of interest P ⊆
V in G, a query point q, a departure time t and a value k ∈ N \ {0}, the
time-dependent k nearest neighbor query (TD-kNN) returns a set R =
{vr1 , . . . , vrk} ⊆ P such that there is no faster path from query point q to a
vertex v ∈ P \R than from q to any vertex vri ∈ R [CNdM12].

2.2 Problem Statement

The problem of time-dependent RkNN queries in road networks can be forma-
lized as follows:

Given a time-dependent graph G = (V,E,W ) and a set of points P ⊆ V
representing the points of interest in G, let q be a query point and t a departure
time. The monochromatic time-dependent reverse k nearest neighbor query is
formalized as mTD-RkNN(q, t) = {o | q ∈ mTD-kNN(o, t)}. In other words, it
returns those points of interest {p | p ∈ P} that hold the query point q as a part
of their monochromatic time-dependent k nearest neighbor set considering de-
parture time t. Given two sets of data points P and Q and a query point q ∈ Q,
a bichromatic time-dependent RkNN query can be formulated analogously, i.e.
bRkNN(q, t) = {o | q ∈ bkNN(o, t)}. Although the reverse k nearest neighbor
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problem is the complementary problem to the nearest neighbor problem, the
queries are not symmetric. In fact, the result set of an RkNN query generally
does not have a fixed size.

One problem that results from the unfixed sizes of result sets from RkNN
queries is the unknown extent of network expansion needed to find results. Due
to this issue, the use of a heuristic to cap the network expansion, or even stop
it at a point, is an effective possibility for filtering candidates in a multistep
algorithm. At the first step, the ascertainment of candidates, we just can prune
single vertices or paths by using specific pruning rules. In time-independent
scenarios, the decision on pruning vertices can be made based on edge costs. In
our time-dependent scenario we therefore can take only maximal and minimal
function values as bounds. Thus, pruning in time-dependent networks usually
is not as strong as pruning in static networks (i.e. networks having constant
edge costs), which can result in quite expensive network expansions. Hence, we
propose both, an algorithm that does the network expansions at runtime for
one given departure time t and a second algorithm that traverses the network
in a pre-processing step that finally provides a schedule for a given query point
q that contains RkNNs for all points in time t ∈ [0, T ). So, RkNN queries for
one point in time t can be processed quickly by querying the schedule instead
of having to traverse the network at runtime. On the one hand, it is possible to
query whole time intervals and on the other hand it can be used to amortize
the costs of traversing the network if the schedule is queried frequently for
many points in time.

10



Kapitel 3

Background and Related Work

This section surveys the work that has already been done for kNN and RkNN
search in road networks, resp. graphs and starts by giving some background
information about useful graph algorithms in Section 3.1 as well as some infor-
mation on general RkNN query processing in Section 3.2. Section 3.3 gives an
overview over kNN algorithms in static networks, Section 3.4 briefly presents
a method for RkNN search in static networks and Section 3.5 finally shows a
technique for processing kNN queries in time-dependent networks.

3.1 Graph Algorithms

Due to the challenge of finding points in a network that have the query point
among one of their k closest ones, the shortest-path problem generally is an
important part of the RkNN problem in networks. Since we focus on time-
dependent networks, the defintion of the network distance given in Definition
3 is equal to the shortest-path between two vertices.

The well-known method for finding the shortest path is Dijkstra’s algorithm
[Dij59]. Given a source point ps and a destination point pd, this algorithm ex-
pands the network from ps in every direction. By expanding prioritized from
that node which has the minimal distance to ps, the algorithm guarantees to
find the shortest path from ps to pd once pd is reached. If there is no specified
destination point pd, Dijkstra’s algorithm finds the shortest path tree having
ps as source node. [Dan62, Nic66, Dre69, LR89] improved Dijkstra’s two-point
shortest path search algorithm and introduced the idea of bidirectional search.
They proposed to expand the network from both points, the origin and the
terminal, to find the shortest path between them. To speed up the perfor-
mance of the shortest path point-to-point search, especially in large graphs,
[Dor67, HNR68] extended Dijkstra’s algorithm to the A* -search. This con-
cept additionaly uses a potential function (also called heuristic in literature),

11
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which estimates the distance from a given node to the destination, to guide
the network expansion during the search. [GH05] showed, that this technique
reduces the complexity compared to the traditional Dijkstra’s algorithm if the
estimator of any point pi, i.e. h(pi), is metric, non-negative and bounded by
the network distance, i.e. h(pi) ≤ d(pi, pd). Furthermore, Goldberg and Harrel-
son presented the ALT -algorithm, which uses landmarks to be able to define
a strong estimator for the A* -search. More approaches to solve the shortest
path problem can be found in [WW07].

All these methods were proposed for networks with static edge weights
and are not applicable for time-dependent shortest path searches in general
[Hal86]. For time-dependent networks, there has been significantly less work.
[CH66] proposed an adaption of Bellman’s iteration scheme to find the shortest
path between two points in a TDG, which was improved by [ZM93]. [OR90,
SBSP00, DYQ08] presented Dijkstra-like solutions of the problem and [ONZ08]
worked on an A* - and an ALT -algorithm based solution for finding the time-
dependent shortest path. [NDLS08] finally presented a method for bidirectional
A* -search in TDGs.

3.2 General RkNN Query Processing

The problem of RkNN search in Euclidean and general metric spaces has al-
ready been investigated extensively in previous work. In general, there are two
kinds of existing approaches, called self-pruning and mutual-pruning approa-
ches. Self pruning approaches are typically characterized by using kNN infor-
mation of the currently regarded objects to decide whether to prune them or
not. Most of these approaches are connected with hierarchically organized tree-
like index structures. [KM00] presented the concept of RNN-Tree which is an
R-Tree based index structures that stores pre-computed NN spheres. This idea
has been extended by the RdNN-Tree in [YL01]. Although the RdNN-Tree can
be applied for metric data, both concepts require a fixed value of k. Therefore,
[ABK+06b, AKK+09, ABK+06a, ABK+07] developed the MRkNNCoP-Tree
which benefits from progressive and conservative approximations of kNN di-
stances for an arbitrary value of k less or equal a fixed maximal value kmax.
Another solution for RkNN query processing in metric spaces which is based
on the M-Tree structure is presented in [TYM06]. Mutual-pruning approaches
generally use other objects of the database to a given object. [SFT03] presents
a technique which uses Voronoi cells to process R1NN queries in Euclidean
space. [TPL04] overcomes the problem of being restricted to k = 1 and shows
an approach to process RkNN queries with arbitrary values of k. Another
solution for the R1NN problem in 2D data sets is presented in [SAA00].

12
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3.3 kNN Queries in Road Networks

The problem of kNN query processing in networks with constant edge weights
was first considered in [PZMT03]. Papadias et al. proposed two approaches.
One method is called Incremental Network Expansion and is basically an ad-
aption of Dijkstra’s algorithm and the other one, called Incremental Euclidean
Restriction, computes the Euclidean nearest neighbors first and then refines the
results by using the network distance. [KS04] introduced the concept of using
network Voronoi polygons [EH00] to partition and index the search space for
faster kNN processing in spatial networks. In [HLX06], the authors published
a method to simplify the network and to process kNN search on the reduced
graph. The Island approach, presented in [HJŠ05], uses a restricted network
expansion after pre-processing special areas, so called islands, for each vertex.
[SSA08] proposed a labeling technique, which uses labels on edges to traver-
se shortest path quadtrees which leads to a speed-up for finding the network
distance.

3.4 RkNN Queries in Road Networks

Reverse k nearest neighbors search in spatial networks has been addressed
much less in the existing work. The first method which approaches this problem
is presented in [YPMT06]. Yiu et al. formulated a lemma based on which
RkNN query processing in large graphs becomes possible. Furthermore they
proposed the Eager - and the Lazy-algorithm that use the lemma to identify
possible RkNN candidates in a filter step which are verified later during the
refinement. [SIT09] presents a solution for the R1NN problem in networks
using Voronoi-based pruning, which is extended to solve the RkNN problem
in [TTS09].

3.5 kNN Queries in Time-Dependent Road Net-

works

The first work stating the problem of kNN search in time-dependent networks
is [DBKS10b]. In this article, the authors propose and compare two different
baseline methods. The first one uses time-expanded graphs to model the time-
dependent network which allows to apply previously developed solutions for
kNN search in static networks for the time-dependent case. For the second
approach, Demiryurek et al. adapted the incremental network expansion by
generalizing it to the time-dependent case. In [DBKS10a], two novel index

13
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schemes, the Tight Network Index (TNI) and the Loose Network Index (LNI),
were proposed. The idea is to precompute the indexes offline and to use them
for minimizing the number of candidate nearest neighbor objects at runtime.
In this way, the number of needed shortest-path computations in the TDG can
be reduced. [CNdM12] finally advanced the idea of using incremental network
expansion for processing TD-kNN queries by combining it with the A* -search.
Therefore, Cruz et al. also propose an heuristic function for the A* -search,
which is attributed to be the distance to the nearest neighbor in the so called
lower bound graph for every vertex. Furthermore, they also compute pruning
values for each vertex, which is the nearest neighbor distance from a vertex in
the so called upper bound graph. Eventually, they use them as a pessimistic
expectation for the travel time of a path that leads an interior vertex to its
nearest neighbor to prune vertices that lead to points of interest farther than
a set of candidates. Both, the computation of the pruning values and the
computation of the potentials are done in offline pre-processing steps. The
resulting algorithm is called TD-NE-A*.

14



Kapitel 4

RkNN Queries in Time-
Dependent Road Networks

In this section we first propose an adaption of the Eager -algorithm to process
monochromatic (and bichromatic) RkNN queries in time-dependent network
graphs for a given departure time t. Furthermore, we present a second al-
gorithm (again for monochromatic and bichromatic case), that computes a
schedule which can be pre-processed for a whole time range [0, T ) and stores
all reverse k nearest neighbors and the time intervals in which they actually
are RkNN of a given query point q.

4.1 TD-RkNN Search for a given Departure

Time

The algorithm described in this section is an adapted version of the Ea-
ger -algorithm, presented in [YPMT06], to solve the RkNN problem in time-
dependent graphs instead of static graphs. Therefore, the pruning criterion to
filter for RkNN candidates has to be adapted. The principle remains similar to
the pruning rule for the Eager -algorithm, but now, the maximal and minimal
values for travel times to traverse the edges have to be taken into account.
The proposed algorithm uses the following Lemma to minimize the expansion
of the network by pruning nodes that cannot be reverse nearest neighbors of
a query point q. Due to the frequently changing edge weights caused by time-
dependency, the lemma uses minimal and maximal travel times to guarantee
that correct RkNNs will not be pruned. We use the short notation TTp1pn(t) to
express TT (〈vp1 , . . . , vpn〉, t) for an arbitrary path 〈vp1 , . . . , vpn〉 between two
vertices vp1 , vpn ∈ V .
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Lemma 2. Let q be a query point, n a graph node, p a point of interest, and t
an arbitrary departure time satisfying mint∈[0,T ){TTnq(t)} > maxt∈[0,T ){TTnp(t)}.
For any point p′ 6= p whose shortest/fastest path to q passes through n, ∀t ∈
[0, T ) : TTp′q(t) > TTp′p(t), i.e., p′ 6∈ RNN(q). The extension to the case k > 1
is straightforward.

Proof. Given mint∈[0,T ){TTnq(t)} > maxt∈[0,T ){TTnp(t)}. From this it fol-
lows, that for any point in time t′ ∈ [0, T ) one has TTnq(t

′) > TTnp(t
′). So, it is

sure that TTp′q(t) > TTp′p(t) if the fastest path from p′ to q passes through n,
because for departure time t′′ with t′ = TTp′n(t′′), it is TTp′n(t′′) + TTnq(t

′) >
TTp′n(t′′) + TTnp(t

′).

The intuition behind this lemma is as follows. Given that the minimal
possible travel time from a node n to the query point q in a time dependent
network is greater than the maximal possible travel time from n to another
point of interest p in this network, mint∈[0,T ){TTnq(t)} > maxt∈[0,T ){TTnp(t)}.
This implies that the travel time from n to q is greater than the travel time
from n to p at any departure time t′, TTnq(t

′) > TTnp(t
′). If there is at least one

point p′ whose shortest path to q leads through n, the travel time of the path
can be split into two parts, the travel time from p′ to n at departure time t′′, i.e.
TTp′n(t′′), and the travel time from n to q at departure time t′ = t′′+TTp′n(t′′),
i.e. TTnq(t

′). Considering the inequality TTnq(t
′) > TTnp(t

′), it is sure that the
point p′ is, in terms of the travel time, closer to p than to q. In case of a
R1NN query p would prune the node n, meaning that the network does not
have to be expanded from this node anymore, because in this case every point
p′ whose shortest path to q passes through n would be closer to p than to q.
Analogously, in case of a RkNN query, there have to be found at least k points
like p to prune a node n. To check how many points of interest are reachable
faster from the current vertex n than the query point q, our algorithm also uses
rangeNN -queries, i.e. finding k nearest neighbors within a given range. But in
order to be able to guarantee correctness in spite of time dependency, the
rangeNN -queries are processed on the upper bound graph taking the minimal
possible travel time from n to q as range.

Figure 4.1(a) and 4.1(b) show two simple networks having the rectangles
{n1, . . . , n6} as vertices, and the points {q, p1, p2}, resp. {q, p1, . . . , p4} as points
of interests with q as query point. Furthermore, the numbers in brackets at
the edges denote the minimal, resp. the maximal possible travel time for the
corresponding edge. In the first example, the travel time from node n2 to n1 is
greater than the travel time from n2 to n3 for any departure time t ∈ [0, T ).
Due to n1 containing the query point q and n3 containing the point p1, the
network does not have to be expanded from n2 anymore because every point
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(a) Example for succesful pruning in a TDG.
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(b) Example for weakness of Lemma 2 in a
TDG.

Abbildung 4.1: Visualization of the Pruning Rule presented in Lemma 2.

pi (i 6= 1), whose shortest path to q would lead through n2, would always be
closer to p1 than to q and thus, in case of R1NN search, never be in R1NN (q).

However, this pruning rule is, because of dealing with upper and lower
bounds, not very strong in time-dependent graphs, and has one weakness,
shown in Figure 4.1(b). Assuming to filter for R3NN candidates, we start to
expand the network from query point q. Once we reached vertex n2, we are
not able to stop at this point because there are just point p3 and p4 in ran-
geNN (n2,min[0,T ){TT (〈n2, q〉, t)}). Next, when n3 is reached and
min[0,T ){TT (〈n3, n2, q〉, t)} is assumed to be less than 6, rangeNN (n3,
min[0,T ){TT (〈n3, n2, q〉, t)}) retrieves {p1}. Note that we assume the value less
than 6, due to just having the minimum and maximum travel times given
in this example. Because of this set just having the cardinality 1 < k, the
expansion would still continue although it is obviously certain that p2 would
never have q among its 3NNs if its fastest path to q leads through n3. Note
that p2 can still be in R3NN(q, t) if the fastest path from it to q contains the
edges 〈n5, n4〉 and 〈n4, n2〉. Due to this observation, i.e. it is useful to “re-
member” what was found previously, we extend the pruning by adding that
sets of distinct, passed POIs are stored for each path gone during the network
expansion. This is useful because it is not guaranteed that a rangeNN -query
of a point on a path finds POIs that were already found by rangeNN -queries
of points that appeared earlier on that path. Thus, we formulate the following
Lemma as a more powerful extension to Lemma 2.

Lemma 3. Considering Lemma 2, let q be the query point, p∗ = 〈q, . . . , vn, vn+1〉
be the currently regarded path of the expansion, Foundn be the set of distinct
POIs that were found by NN queries of the vertices q, . . . , vn with
|Foundn| < k and let NN(vn+1,range) be the set of POIs found by the NN
query of the current node vn+1. Then, if |Foundn∪ NN(vn+1, range)| ≥ k, the
expansion of the currently regarded path can stop in vn+1.

Proof. Due to being an extension, Lemma 2 is not invalidated. Let q be
a query point in vertex vp1 , p = 〈vp1 , . . . , vps〉 the currently regarded path
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of the expansion, vpi the only vertex on that path whose rangeNN -query
retrieved a non-empty set of POIs P = {pj, . . . , pm} with cardinality less
than k and let vpn a vertex that appears later on path p than vpi . Further-
more let the network distances between vpn and all POIs {pj, . . . , pm} in
the upper bound graph be greater than the traveled network distance bet-
ween q and vpn in the lower bound graph, i.e. min[0,T ){TT (p, t)}). Thus, ran-
geNN (vpn ,min[0,T ){TT (p, t)}) ∩ P = ∅. Nevertheless one has ∀t ∈ [0, T ) :
d(vpn , vpl) < d(vpn , vp1) for all vpl ∈ P if the path from vpn to vp1 leads through
vpi , because of vpi ’s rangeNN -query ensuring that all points in P are reachable
faster from vpi than vp1 for every point in time t ∈ [0, T ).

4.1.1 Monochromatic TD-Eager

Algorithm 1 shows the monochromatic version of the adapted algorithm, na-
med mTD-Eager. To expand the network, it uses a queue containing entries
of the structure 〈vertex, distance, set〉 where vertex is the current node of the
expansion, distance is the sum of travel times of the edges in the currently
regarded path from node vertex to the query point q in the lower bound graph
and set is the set of passed points of interest in that path. According to the
following Lemma 3, the sum of travel times of the edges from a path p in the
lower bound graph is a conservative approximation for the minimal possible
travel time of p in the TDG.

The algorithm proceeds as follows. First, it inserts the node containing the
query point into the queue Q. While Q still contains entries, the entry with
the lowest distance-value, i.e. node n, is de-queued. In case of not having visi-
ted n before, n becomes marked as visited and a rangeNN -query with range
mint∈[0,T ){TTnq(t)} is performed for n in the upper bound graph Gu. The ran-
geNN -query retrieves a set kNN(n) containing RkNN candidates for q. After
that, each point p in kNN(n) becomes verified and marked as verified if not
done so previously. The verification is done by performing a TD-kNN search,
e.g. TD-NE-A* [CNdM12] search, for candidate point p. If the result set of
the TD-kNN search for point p contains the query point, p is added to the
result set RkNN(q). After refining the candidates, the algorithm checks whe-
ther the network expansion must be continued in node n by checking if the
number of already passed points of interest, i.e. |Foundn|, plus the number of
new points found by the rangeNN -query, i.e. |Foundn ∪ kNN(n)|, is smaller
than k (according to Lemma 3). The elimination of duplicates is necessary due
to the possibility that the result of a rangeNN -query can contain POIs that
have already been found and added to the set |Foundn| before. However, if
|Foundn ∪ kNN(n)| < k, each non-visited adjacency node ni of n is en-queued
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Algorithm 1 mTD-Eager
Input: Query point q, Graph G, Integer k, Departure Time t
Output: Reverse k Nearest Neighbors of q
1: En-queue 〈n(q), 0, ∅〉 in Q
2: while Q 6= ∅ do
3: 〈n,mint∈[0,T ){TTnq(t)}, Foundn〉 = de-queue Q
4: if n has not been visited before then
5: mark n as visited
6: kNN(n) := rangeNN (n, k,mint∈[0,T ){TTnq(t)}, Gu)
7: for each point p in kNN(n) do
8: if p has not been verified before then
9: mark p as verified

10: kNN(p) := verify(p, k, t, q) . e.g. use TD-NE-A* for verification
11: if q discovered by verification then
12: add p to RkNN(q)
13: end if
14: end if
15: end for
16: if |Foundn ∪ kNN(n)| < k then
17: for each adjacent non-visited node ni of n do
18: mint∈[0,T ){TTniq(t)} = mint∈[0,T ){TTnq(t)}+ mint∈[0,T ){TTnin(t)}
19: Foundni

= Foundn ∪ kNN(n)
20: En-queue 〈ni,mint∈[0,T ){TTniq(t)}, Foundni

〉 in Q
21: end for
22: end if
23: end if
24: end while
25: return RkNN(q)

into Q with their corresponding distance and set values. Otherwise, the ex-
pansion stops in n.

Although mint∈[0,T ){TT (p, t)} would have a higher pruning power, we pro-

pose to use
∑n−1

i=1 fL,vpivpi+1
, i.e. the sum of edge weights in the lower bound

graph of the edges contained in path p, for the pruning due to the lower com-
plexity to compute that value. To be able to still guarantee correctness, it
must be ensured that the used sum of travel times is less or equal than the
minimal possible travel time. Finally, Lemma 4 shows that the sum of travel
times of the edges from a path p in the lower bound graph is a progressive
approximation for the minimal possible travel time of p in a TDG.

Lemma 4. Let G = (V,E,W ) be a TDG, Gl be the lower bound graph of G
and p be a path 〈vp1 , . . . vpn〉 in G. The minimal possible travel time of p in G
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is an upper bound for the sum of edge weights/travel times of the edges from p
in Gl, i.e. mint∈[0,T ){TT (p, t)} ≥

∑n−1
i=1 fL,vpivpi+1

.

Proof. The assumption directly follows from Definition 2 and 4. Applying
Definition 2, one has mint∈[0,T ){TT (p, t)} = mint∈[0,T ){

∑n−1
i=1 fvpivpi+1

(ti), whe-

re t1 = t and ti+1 = AT (vpi , vpi+1
, ti)}. Due to Definition 4, one has fL,vpivpi+1

=

mint∈[0,T ){fvpivpi+1
(t)}. From this it follows, that mint∈[0,T ){

TT (p, t)} ≥
∑n−1

i=1 fL,vpivpi+1
.

However, using
∑n−1

i=1 fL,vpivpi+1
as a pruning distance is at least advisable

in case of using piece-wise linear functions. If polynomial functions are used
instead it may be worthwhile to use mint∈[0,T ){TT (p, t)} due to the possibili-
ty to compute the absolute minimum by differentiating the sum of functions
contained in the path p. Note that the addition of functions in both cases is
not trivial because of having shifts caused by having time values on both axes
and additionally by the fact that the terms of the sum consider both, the in-
itial departure time and the current arrival time. In case of piece-wise linear
functions, it is even more complex due to the demand to handle each piece of
the function particular.

Due to the observation we made in Figure 4.1(b), it is possible that so-
me rangeNN -queries are not necessary, especially if the density of POIs is
small. Thus, the algorithm may take advantage from the a priori knowled-
ge if a rangeNN -query is necessary for the currently de-heaped node n. In
fact, a rangeNN -query is just needed if there are any POIs within the range
mint∈[0,T ){TTnq(t)}. This is ensured if the distance from node n to its nearest
neighbor in the upper bound graph, i.e. du(n,NN(n)), is smaller than the ran-
ge. In order to avoid computing these distances ad-hoc for every de-heaped
node, we propose to pre-compute these values and use them as a filter-step.
For the pre-processing alternative of the proposed algorithm, called preTD-
Eager, we have the filter-step values as an additional input and can put the
rangeNN -query from line 6 into a if-block, i.e.

6: if du(n,NN(n)) < mint∈[0,T ){TTnq(t)} then
7: kNN(n) := rangeNN (n, k,mint∈[0,T ){TTnq(t)}, Gu)
8: else
9: kNN(n) := ∅

10: end if

Note that this adaption does not protect from unnecessary rangeNN -queries
completely. There is still the possibility that a rangeNN -query returns POIs
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that were already found before.

4.1.2 Bichromatic TD-Eager

The algorithm presented in the previous section can mainly be reused for pro-
cessing bichromatic TD-RkNN queries. In fact, the pruning remains equal, but
due to q ∈ A having points from a second set B as reverse k nearest neighbors,
the filtering and the refinement have to be adjusted. Therefore, the rangeNN -
query in line 6 has to return not only found points of set A but also points of
the second set B appearing in the given range, i.e.

6: 〈kNN(n)A, kNN(n)B〉 := rangeNN (n, k,mint∈[0,T ){TTnq(t)}, Gu).

For the verification of candidates, the loop starting in line 7 must iterate over
the set kNN(n)B since we look for RkNNs from set B. The verification itself,
line 10, necessitates to be a nearest neighbor of bichromatic type as well.
Furthermore, the pruning if-clause in line 16 also has to be adapted in the way
that the sum is built correctly, i.e.

16: if |Foundn ∪ kNN(n)A| < k then.

Finally, the update of the set of already found points in line 19 has to be
adapted, too, by adding those points of kNN(n)A ⊆ A that have not already
been found before. We refer to this algorithm as bTD-Eager.

4.2 TD-RkNN Schedules

4.2.1 Monochromatic TD-RkNN Schedule

To avoid having to process the algorithm presented in the previous section
frequently to get the reverse k nearest neighbors for many points in time or
for a range in time, we present an algorithm that processes a schedule which
contains RkNN candidates and the time intervals in which a corresponding
candidate is one of the reverse k nearest neighbors of the query point q. This
schedule can be processed offline and RkNN queries can simply be answered
by running the query for a given departure time t on the schedule at runtime.

The main idea of the algorithm, named mSchedule, can be outlined in five
steps: (1) Discover candidates that possibly are reverse k nearest neighbors of
query point q at any departure time t, i.e. CRkNN = {pc|∃t : pc ∈RkNN (q, t)}.
(2) For each pc ∈ CRkNN : compute possible k nearest neighbors CkNN = {p|∃t :
p ∈ kNN (pc, t)} and all possible paths between pc and each of its kNN candida-
tes p. Note that q is required to be in the set CkNN . (3) Generate a travel time
function for each path from pc to p by aggregating the travel time functions
of the edges contained in the path. (4) Merge the path functions generated in
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step 3 and build the minimum travel time function. (5) Compare the minimum
travel time functions built in step 4. pc ∈ RkNN(q) at those points in time
when the minimum travel time function from pc to q is one of the k lowest ones
compared to the minimum travel time functions from other points in CRkNN

to q.

RkNN Filter

The first step, which is getting candidates that may become a RkNN at any
departure time t, can be realized by processing a reduced version of mTD-
Eager. In fact, all verified points are candidates that maybe are RkNN of
q at any departure time t. Thus, to get the candidates from this algorithm,
the points which were marked as verified must be saved and a set CRkNN

containing all these points has to be returned. We refer to this step as filter
and the pseudocode is shown in Algorithm 2.

Algorithm 2 filter
Input: Query point q, Graph G, Integer k
Output: Candidates to be reverse k nearest neighbors of q
1: En-queue 〈n(q), 0, ∅〉 in Q
2: while Q 6= ∅ do
3: 〈n,mint∈[0,T ){TTnq(t)}, Foundn〉 = de-queue Q
4: if n has not been visited before then
5: mark n as visited
6: kNN(n) := rangeNN (n, k,mint∈[0,T ){TTnq(t)}, Gu)
7: for each point pc in kNN(n) do
8: if pc /∈ CRkNN then
9: insert pc into CRkNN

10: end if
11: end for
12: if |Foundn ∪ kNN(n)| < k then
13: for each adjacent non-visited node ni of n do
14: mint∈[0,T ){TTniq(t)} = mint∈[0,T ){TTnq(t)}+ mint∈[0,T ){TTnin(t)}
15: Foundni

= Foundn ∪ kNN(n)
16: En-queue 〈ni,mint∈[0,T ){TTniq(t)}, Foundni

〉 in Q
17: end for
18: end if
19: end if
20: end while
21: return CRkNN
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kNN Filter

To accomplish the second step for a single candidate point pc ∈ CRkNN(q), the
set of possible k nearest neighbors CkNN of pc has to be determined at first.
This is done by computing the network distance between pc and its kth nearest
neighbor in the upper bound graph Gu, i.e. du(pc, UNN(pc)), and using this
distance to perform a range query around pc in the lower bound graph Gl. If
CkNN(pc) does not contain the query point q, pc can be excluded to be a RkNN
of q and thus, the algorithm can continue with the next candidate point. On
the other hand, if q ∈ CkNN(pc), all possible paths from pc to p ∈ CkNN(pc)

are computed for every point p in CkNN(pc) by using a proper algorithm. This
step is, due to the polynomial increasing number of simple paths in growing
networks, the decisive factor for the complexity of the algorithm. Nevertheless
it is necessary for our purpose because of having updates of the travel costs on
each edge of the graph for every point in time in worst case. The probability
of the occurrence of the worst case depends on the time functions. It is the
more probable the less constant pieces occur in the piece-wise linear functions.
In fact, the set of possible paths can be confined to the set of necessary paths
in this context. We define a necessary path as follows:

Definition 6. Given a TDG G = (V,E,W ), two vertices vp1 , vpn ∈ V , the
set of all possible paths between vp1 and vpn , named P , and a path p∗ =
〈vp1 , . . . , vpn〉 being the path between vp1 and vpn for which it is ¬∃p ∈ P :
maxt∈[0,T ){TT (p, t)} < maxt∈[0,T ){TT (p∗, t)}. A necessary path is a path
p ∈ P for which it is mint∈[0,T ){TT (p, t)} ≤ maxt∈[0,T ){TT (p∗, t)}. The di-
stance maxt∈[0,T ){TT (p∗, t)} is called minmax-distance between vp1 and vpn
and denoted short as d∗(vp1 , vpn).

Hence, the set of necessary paths contains just those paths which potentially
can be the fastest path between two points, i.e. pc and p ∈ CkNN(pc), at
any point in time t ∈ [0, T ). To compute the necessary paths, we use an
A* -search on the lower bound graph Gl which is theoretically bounded by
the minmax-distance d∗(pc, p). In practice, the bounding distance is computed
incrementally during the A* -search. This is feasible due to the property that
the A* -search finds the possible paths ordered increasingly by their travel time
and the observation that paths which have a lower travel time in Gl have a
higher probability to serve the correct minmax-distance. For the A* -search,
we propose to use the network distance from v to its nearest neighbor NN(v)
in the lower bound graph, i.e. dl(v,NN(v)), as a potential for each vertex v
since the algorithm also expands in Gl.
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Computation of Path Functions

Step (3) finally creates travel time functions for every necessary path between
pc and p. These path functions are made by aggregating the time functions
of every edge in the corresponding path. We define the aggregation of time
functions as ⊕ : f × g → h with f , g, h being travel time functions. Given a
path path consisting of two edges with the two time functions f : [0, T )→ R+

and g : [0, T ) → R+ and a departure time t. According to Definition 2, the
cost to traverse path at time t is TT (path, t) = f(t)+g(f(t)+ t), which means
for the aggregated path function f ⊕ g that (f ⊕ g)(t) = f(t) + g(f(t) + t).
In fact, the aggregation operation is an addition, but because of dealing with
piece-wise linear functions that have time values on both axes, it is not trivial
to add them. Since the first term function f returns a time value that is
considered for computing the value of the second term function g we cannot
just add those pieces of the functions that have the same domain of definition
but have to take the shift into account. Let the time function f consist of
the linear pieces 〈f1, . . . , fn〉 and the time function g consist of 〈g1, . . . , gm〉.
The addition of f and g is done in an iterative process by iterating over the
pieces of f . Given a piece fi(t) = mfi · t + tfi (short fi), the set of solutions
Lfi+t = [yfi+t,1, yfi+t,2] is computed and mapped onto the domain of definition
of the function g. Note that the addition of t to the function fi is crucial
due to concerning the departure time t in the term g(f(t) + t) of the formula
(f ⊕ g)(t) = f(t) + g(f(t) + t). yfi+t,1 and/or yfi+t,2 can be greater or equal
T . In this case the affected value is mapped onto the domain of definition
of g by applying the modulo function with T as divisor. Subsequently, the
domain [yfi+t,1 mod T, yfi+t,2 mod T ] is split into sub-domains which fit to
domains of those pieces of g whose domains of definition intersect the domain
[yfi+t,1 mod T, yfi+t,2 mod T ], i.e. 〈Dgj , . . . ,Dgl〉 with 1 ≤ j, l ≤ m. The edge
domains Dgj and Dgl are bounded by yfi+t,1 mod T , resp. yfi+t,2 mod T . To be
able to compute the domains of definition for f⊕g, the domains 〈Dgj , . . . ,Dgl〉
are set to be the domains of solution for the function fi + t. So, let Dgk =
[xgk,1, xgk,2] be in 〈Dgj , . . . ,Dgl〉. Then we set Lfi+t = Dgk = [xgk,1, xgk,2] and
can compute the domain of definition for one piece of f ⊕ g, i.e. D(f⊕g)i =

[x(f⊕g)i,1, x(f⊕g)i,2] =

[
xgk,1 − tfi
mfi + 1

,
xgk,2 − tfi
mfi + 1

]
. Plugging in D(f⊕g)i ’s edge values

into the formula f ⊕ g(t) = f(t) + g(f(t) + t) returns the edge values for
L(f⊕g)i , i.e. [y(f⊕g)i,1, y(f⊕g)i,2]. Given D(f⊕g)i and L(f⊕g)i , the slope and y-axis
intersection of the new linear piece (f⊕g)i can easily be determined by applying

the formulas m(f⊕g)i =
y(f⊕g)i,2 − y(f⊕g)i,1
x(f⊕g)i,2 − x(f⊕g)i,1

and t(f⊕g)i = y −m(f⊕g)i · t.

Figure 4.2 gives an example for an aggregation of travel time functions.
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Abbildung 4.2: Aggregation of piece-wise linear travel time functions.

The first figure shows two piece-wise linear time functions f and g, and the
second figure exemplary shows the aggregation of f and g, i.e. f ⊕ g, for the
domain of definition from 0 to 1. For further information on the computation
of this example and implementation details we refer to the appendix A.

Given a necessary path between pc ∈ CRkNN(q) and p ∈ CkNN(pc) contai-
ning x vertices, the path function is computed iterative by adding one edge
function after the other. This is similar to the proceeding for determining the
traversal time for one point in time, which is

∑x−1
i=1 fvpivpi+1

(ti), where t1 = t

and ti+1 = AT (vpi , vpi+1
, ti). In the algorithm, the computation of the path

functions for every necessary path between pc ∈ CRkNN(q) and p ∈ CkNN(pc)

is done during the A* -search for getting the minmax-distance d∗(vpc , vp) as
bound for the search. This is the point in the algorithm where the direction of
the query is specified. If one prefers to calculate the RkNNs of q by considering
the direction from q to its RkNNs, the path function computation has to be
done the other way around. However, due to the probability to find necessary
paths that start with the same sequence of vertices and the iterative procee-
ding for the computation of path functions, we propose to use a tree structure
to avoid multiple aggregations of same functions. A node of the tree stores a
vertex v and the travel time function representing the costs it takes to travel
from the vertex stored in the root to v. The root stores the RkNN candidate
pc. If a new necessary path path = 〈vpc , . . . , vpl , vpl+1

, . . . , vp〉 is found by the
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Abbildung 4.3: A simple graph and its tree representation.

A* -search, it is inserted into the tree by traversing it from the root to find the
longest connected subpath that matches to the beginning of path. If the last
matching vertex vpl is found, the rest of path, i.e. 〈vpl+1

, . . . , vp〉, is attached to
the node containing vpl . To attach a new node, e.g. the node containing vpl+1

,
the travel time function for this node is computed by adding the time function
from the edge vplvpl+1

to the travel time function stored in the parent node, i.e.
the node which contains vpl . This means that some vertices are stored multiple
times in the tree, but each time with another aggregated travel time functi-
on. The leaves of the tree contain vp each. The complete tree which contains
every necessary path is a tree representation of the corresponding necessary
subgraph. Figure 4.3 contains an example for the tree where the entries of a
node are depicted as a tuple < id, w > containing an id for representing the
vertex and for simplicity numbers for the aggregated weight w (like it would
be in a static network). In this example all paths are assumed to be necessary.
Implementation details for the tree structure we use in the algorithm are given
in the appendix A.

Computation of Minimum Travel Time Functions

If all necessary paths between the currently regarded RkNN candidate pc and
its currently regarded kNN candidate are found and the path functions are
computed, a set F containing these functions is retrieved by the A* -search
method. This set is used by the fourth step to merge the path functions for
building a minimum travel time function. We define the merge operation as
merge : F → fm where F is a set of time functions and fm is a time function as
well for which ∀g ∈ F : ¬∃t ∈ [0, T ) : g(t) < fm(t) holds. To compute the mi-
nimal travel time function in practice, the functions in the set F are compared
iterative. The first function of the set is set to be the current minimal travel
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Abbildung 4.4: Images of a relevant area and a minimum travel time function.

time function f̂m. Then the algorithm iterates over the remaining functions in
F and checks whether there exists a departure time t at which the currently
regarded time function f is below the minimal travel time function f̂m. This
would mean that it would be faster to choose the path f is referring to at time
t instead of taking the path which served the value for f̂m at that point in
time. To find such points in time t, we need to compute intersections of both
functions. Due to dealing with piece-wise linear functions and thus not being
able to set f and f̂m equal, it is necessary to examine the functions piece-wise.
Hence, single pieces of the functions, which have an overlap of their domains
of definitions, has to be set equal and checked for intersections in the domain
of the overlap. To keep the number of comparisons minimal, the method first
looks if one function is completely below the other one. If yes, f̂m is set to be
the lower one, else the algorithm iterates over the linear pieces of one func-
tion and checks for those pieces that intersect the relevant area if they have
an intersection with the other function. The relevant area is the area between
the greater minimum value and the lower maximum value of both functions
or, in other words, the area in which intersections are possible. Figure 4.4(a)
shows an example for an relevant area (shaded area) of two time functions.
Once an intersection of two pieces of the functions is found, the corresponding
domain of definition is split at the x-value of the intersection and the concer-
ned part of f̂m is overwritten by the particular lower part of each function.
If two pieces are compared without having an intersection, the corresponding
part of f̂m is updated if necessary, meaning if the piece of f is below the one
of f̂m. After merging all functions of the set F in this way, merge returns the
minimum travel time function. Figure 4.4(b) finally visualizes an example for a
minimum travel time function. If the dashed lines are assumed to be all travel
time functions of necessary paths (one function for one path) from a candidate
point pc ∈ CRkNN(q) to a point p ∈ CkNN(pc), the solid black line represents the
minimum travel time function from pc to p.
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Abbildung 4.5: Comparison of minimum travel time functions.

Comparison of Minimum Travel Time Functions

In the fifth and last step, when the minimum travel time functions from pc
to all of its kNN candidates are computed, these functions are compared to
each other by finding intersection points between the currently kth lowest time
function and an upper one. An intersection means a change of the kNN list of
point pc in this case. In fact a point pc is one of the reverse k nearest neighbors
of q, if the minimum travel time function from pc to q is one of the k lowest
ones. To identify if the minimum travel time function from pc to q, i.e. fpcq

m ,
is one of the k lowest ones, the function is compared to the other minimum
travel time functions similar to the proceeding of the fourth step. But this
time, each piece of fpcq

m has a counter value which is initialized with k and
decremented each time, if another minimum travel time function is lower in
the corresponding domain of definition. If the counter value of a piece of fpcq

m

is greater than 0 after comparing fpcq
m with each other minimum travel time

function, pc is in RkNN(q) for the time interval represented by the domain
of definition of this piece. Finally, the set I containing all time intervals in
which pc ∈ RkNN(q) is stored into the schedule. An intuitive example for the
comparison of minimum travel time functions is given in Figure 4.5. Assume
that k = 2, C2NN(pc) = {q, p1, p2, p3} and the minimum travel time functions
from pc to the corresponding point of C2NN(pc) run as depicted in the Figure.
At departure time t, pc has the points p3 and q as its two nearest neighbors
(if pc is not allowed to be a kNN of itself). Thus, pc ∈ R2NN(q, t) and it
remains part of the R2NN set of q until the first intersection is passed. The
first intersection emerges at t = t + 0.5 and the intersecting line is part of the
minimum travel time function of p1, meaning that from this point in time on,
p1 becomes closer to pc than q. This results in a change of the 2NN set of pc,
namely q is not in the set anymore and is replaced by p1. So, pc /∈ R2NN(q)
anymore until the minimum travel time from pc to q becomes the second lowest
one again. This happens at time t = t+ 3 + 1

3
when the function of q intersects
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the function of p1. For the rest of the time period, q remains second NN of pc.
Finally, this proceeding results in time intervals, in which pc is in RkNN(q, t).
Here the intervals are [t, t + 0.5] and [t + 3 + 1

3
, t + 5].

After finding the time intervals, the algorithm goes on with the refinement
of the next candidate point p′c ∈ CRkNN(q) until all candidates are examined.
When all candidates are processed, the algorithm returns a schedule containing
the candidates and the time intervals in which they are reverse k nearest neigh-
bors of q. Additional information like the fastest path for the time intervals
can be extracted during the merge in step (4) and the the comparisons in step
(5). Generally, the schedule can be pre-computed for a given query point q and
a time range [0, T ), so that the result of a RkNN query can be requested from
the schedule at runtime. To process a query with an arbitrary departure time
t ∈ [0, T ) on the schedule, the schedule must simply return those candidate
points, whose time intervals contain the point in time t. Algorithm 3 gives the
pseudocode for the refinement, i.e. steps (2)-(5). For detailed information on
the code of the single methods called in this code, please have a look at the
appendix.

Algorithm 3 refine
Input: Query point q, Candidates to be RkNNs of q, i.e. CRkNN(q), k
Output: RkNN schedule for query point q
1: Initialize schedule S(q)
2: for each pc ∈ CRkNN(q) do
3: CkNN(pc) = rangeQuery(pc, du(pc, UNN(pc)), Gl) . step (2)
4: if q ∈ CkNN(pc) then
5: if |CkNN(pc)| == k then
6: insert 〈pc, {[0, T )}〉 into S(q)
7: continue in line 2
8: end if
9: Fm = ∅

10: for each p ∈ CkNN(pc) do
11: F = findPaths(pc, p) . step (3) done internal
12: fm = merge(F ) . step (4)
13: insert fm into Fm

14: end for
15: I = compare(Fm) . step (5)
16: if I 6= ∅ then
17: insert 〈pc, I〉 into S(q)
18: end if
19: end if
20: end for
21: return S(q)
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4.2.2 Bichromatic TD-RkNN Schedule

The adaptions for the bichromatic RkNN schedule, called bSchedule, are quite
similar to the ones for the bichromatic version of the time-dependent Eager
algorithm. The main part is to adjust the filter step so that filter retrieves
RkNN candidates from the second set of points of interests. Therefore, the
rangeNN -query in line 6 has to return both, the found points of POI set A
and the found points of POI set B, as well.

6: 〈kNN(n)A, kNN(n)B〉 := rangeNN (n, k,mint∈[0,T ){TTnq(t)}, Gu).

Also, to determine the set of RkNN candidates, the loop in line 7 iterates over
the found candidates in the set kNN(n)B this time and adds those candidates
that were not found by an earlier rangeNN -query each time. The pruning
condition in line 12 still uses the points of the same set as the query point q,
i.e. kNN(n)A, so that

12: if |Foundn ∪ kNN(n)A| < k then.

Thus, this set is also used in line 15 to update the set of pruning points found
during the expansion on the current path, i.e. the set Foundni

.
For the refinement, the range-search in algorithm refine, line 3 has to be

adapted. Specifically, the points contained in the result set of the range-query
still are from the set of POIs which also contains q, but the computation of
the range, which is the network distance of the current vertex pc to its nearest
neighbor in the upper bound graph, has to be adapted. So, although pc ∈ B if
q ∈ A, UNN(pc) has to be in set A, too, due to refining to points in this set.
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Kapitel 5

Experiments

This chapter shows the experimental settings we used and the results of the
experiments for the TD-Eager algorithms in section 5.1 as well as for the
schedule algorithms in section 5.2.

Since, to our knowledge, there is no freely available real-data set for time-
dependent road networks we evaluate our methods by using synthetic data.
For each experiment we created 5 graphs with a mean link degree of 3 and
ran 20 queries on each for every setting. Each run used a randomly chosen
query point q and departure time t whereas each compared algorithm had
the same query point and departure time per run. So, the values given in the
plots are average values of 100 runs. For each experiment, we measured the
needed CPU time and I/O costs in terms of the number of expanded nodes.
The number of expanded nodes are those nodes that have been investigated
during any network expansion. An example for a travel time function is given in

7 8 9 11 130 12 171816 24 t in h

t in min

Abbildung 5.1: Example of a synthetic travel time function.

Figure 5.1. All travel time functions are made of ten pieces, each representing
a time interval of a day with specific traffic conditions. They all have a high
probability to have peaks at the main traffic times 7h-9h, 11h-13h and 16h-18h
with different heights, which are random but depend on the minimum value.
The minimum values of the time functions depend on the Euclidean length of
the edge and vary between 2 and 5 minutes.
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Finally, we used an Intel Core 2 Duo CPU (3.0GHz) with 4GB RAM for
our experiments.

5.1 Experiments for TD-Eager

5.1.1 Experimental Setup

The settings of the parameters we chose for evaluating the TD-Eager algo-
rithms are given in Table 5.1 whereby underlined values are used as default
values.

Parameter Values
network size |V | 1000, 2000, 4000, 10000, 20000, 50000

POI A density [%] 1, 2, 3, 4, 5, 10, 20
POI B density [%] 10, 30, 50, 70, 90

k 1, 2, 3, 4, 5, 6, 7

Tabelle 5.1: Experimental settings for TD-Eager algorithms.

We chose 10000 as a default value for the network size due to assuming to
regard excerpts of a road network when computing the influence of a restaurant
for example. If network excerpts are chosen bigger we assume to regard only
mainly used streets. Note that a network size of 10000 nodes with mean link
degree of 3 simulates 15000 streets. A default POI A density of 10% represents
the assumption to have a restaurant on every tenth intersection. 70% as a
default value for the density of the second POI set B constitutes a density of
70% of e.g. potential customers in the network. k = 1 means that only the
direct influence, i.e. the influence on restaurant respective customers that have
the query point as their closest restaurant, is considered.

The straightforward solution to which we compare our algorithms in this
section is computing the time-dependent kNN set for every point of interest
and checking up if the query point q is contained for each set. If it is, the cor-
responding POI is added to the result set. In the bichromatic case we compute
the corresponding kNN set for every POI of set B due to choosing the query
point q from POI set A.
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5.1.2 Experimental Results

Experimental Results for mTD-Eager
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Abbildung 5.2: mTD-Eager, various |V |, POI density 10%, k = 1.

The first experiment, depicted in Figure 5.2, shows the behavior of the algo-
rithm for varying values of the network size |V |. For both measures, cpu time
and the I/O costs, the baseline solution shows high, linear increasing costs.
This is reasonable due to the fact that the number of POIs increases linearly,
too, because of having a constant POI density of 10%. Thus, the baseline algo-
rithm also have to perform a linear increasing amount of kNN queries, in this
case 1NN queries. The other two methods, i.e. mTD-Eager and preTD-Eager
outperform the baseline solution by a large factor. Both have a very slight
increase, and have result values between 3 and 6 milliseconds in the observed
range of number of vertices for runtime measurements. The preTD-Eager is
always equally quick or quicker than the mTD-Eager method.
A similar observation can be done for the I/O-cost measurement. In this ex-
periment the baseline solution is cheaper compared to the other methods for
a very small network size, but both other algorithms outperform it already at
a network size of about 2500 nodes. At a size of 50000 nodes, the I/O costs
for the preTD-Eager algorithm are less than 5% of the ones for the baseline
solution and about 85% of the ones for the mTD-Eager algorithm.
The pre-processing for a network with 50000 nodes takes about 500ms but has
to be done only once. In fact, the first experiment showed that the costs for
the pre-processing can be amortized by the number of queries quite quickly.
Furthermore, we come to the resolution that the mEager techniques are, in
opposite to the baseline algorithm, quite robust against a change of the net-
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Abbildung 5.3: mTD-Eager, |V | = 10000, various POI density, k = 1.

work size if the POI density remains equal.

Figure 5.3 shows the experimental results for various POI densities. For
this experiments we chose the default network size of 10000 nodes and k = 1.
For the cpu times, the break even points between the baseline solution and
the other two ones is at less than 5%. This means that it might be cheaper
to perform the baseline algorithm for applications with a very low density of
POIs. Although the preTD-Eager approach benefits from its a priori knowledge
compared to the mTD-Eager algorithm, it does not outperform the baseline
solution. For high densities, i.e. greater than 20%, the needed time for mTD-
Eager and preTD-Eager becomes very small.
The plot for the I/O costs shows this phenomenon even more clear. While
the number of expanded nodes for the mTD-Eager algorithm exceeds half a
million for a density of 1%, it is just about 8000 for the baseline. Whereas the
number of expanded nodes increases with a higher POI density for the baseline
and reaches 14000 nodes for a density of 20%, the I/O costs for the other two
approaches decrease rapidly and is ca. between 600 and 700 nodes for a density
of 20%.
For both measurements, the reasons for the trends of the lines are equal. Due to
the increasing number of POIs, the baseline solution has to process more kNN
queries again, whereas the two other approaches benefit from the increasing
number of POIs due to not having to expand the network widely.

The next plots show the results for the experiments by using different
values for the parameter k and are given in Figure 5.4. We can see that the
lines for the baseline solution increase linearly and the the lines for the mTD-
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Abbildung 5.4: mTD-Eager, |V | = 10000, POI density 10%, various k.

Eager and preTD-Eager algorithm are monotonically nondecreasing curves.
For the cpu time measurements, the intersection point is between k = 5 and
k = 6. Thus, for the given setting, it is worthwhile to use one of the TD-
Eager variants instead of using the baseline solution for k < 6. In fact, the
computation times for mTD-Eager and preTD-Eager are almost equal, so
the variant without pre-processing fares better here. In case of I/O costs, the
intersection point of the lines is already at about k = 3. Hence, if one stresses
I/O costs, it might be better to change to the baseline variant at k > 3.
However, the behavior of the TD-Eager lines is probably affected by the fact
that there is still an increasing number of useless rangeNN -queries with an
increasing value of k. This is also true for the preTD-Eager approach due to
just considering the distance to the nearest neighbor. If the network expansion
proceeds to a point where the minimum travel time from q to this point is large
enough for always having at least one nearest neighbor within that range, i.e.
du(n,NN(n)) < mint∈[0,T ){TTnq(t)} = true, it does not matter if this nearest
neighbor has already been found before and the rangeNN -query is processed
without serving new results. The linear increasing behavior for the baseline
algorithm is feasible due to having wider network expansions with increasing
k.

Experimental Results for bTD-Eager

Figures 5.5(a) and 5.5(b) show the plots for CPU time resp. I/O costs by using
different network sizes for the bTD-Eager and the bichromatic baseline algo-
rithm. As in the monochromatic case the baseline solution has a high increase
whereas the TD-Eager solution shows a very slight increase in both measure-
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Abbildung 5.5: bTD-Eager, various |V |, POI A density 10%, POI B density
70%, k = 1.

ments.
In the experiment for the runtime measurement, the bTD-Eager algorithm nee-
ded processing times between 17ms for |V | = 1000 and 55ms for |V | = 50000.
The slight increase can be explained by the increasing number of refinements
needed due to the increasing cardinality of POI set B. The runtime values
for the baseline solution increases orders of magnitude faster. Because of the
missing filter step in this approach, the increasing number of POIs in the set
B has way more influence on this solution. In fact the time needed to process
a R1NN query on a network with 50000 nodes is about 3243% higher than the
time needed to process the same query with the bTD-Eager algorithm.
The same observation can be done for the I/O costs. While the number of
expanded nodes increases slightly for bTD-Eager, the baseline solution shows
an high increase. The ratio of costs between both solution is similar to the
ratio at the CPU time measurement. At a network size of 50000 nodes, the
baseline solution expanded about 421 thousand nodes.

Figure 5.6 shows the experiments for varying density of POIs of the set A,
i.e. a various number of POIs.
The first subfigure shows the measurements for the needed CPU times. Whi-
le the baseline solution performs better for very small densities, bTD-Eager
outperforms it already at a POI density of less than 3%. In opposite to the
monochromatic case, the baseline solution for bichromatic TD-RkNN queries
also increases very fast for decreasing small values for the density while it
decreases continuously for increasing densities. Nevertheless it still decreases
much less than the bichromatic TD-Eager algorithm.
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Abbildung 5.6: bTD-Eager, |V | = 10000, various POI A density, POI B density
70%, k = 1.

This behavior for the needed CPU times can be explained by the extent of net-
work expansions needed to process the queries, i.e. depicted in Figure 5.6(b).
In terms of I/O costs, the break-even point between baseline and bTD-Eager
appears at an even lower POI density.
Due to the fact that there is just a very slight increase for bTD-Eager in
opposite to the straightforward method if the network size is increased, we
assume that the densities at which the break-even points appear are lower if
the network size is enlarged. Note that the same resolution can be done for
the monochromatic case.

For the next experiments, depicted in Figure 5.7, we used various densities
for the second POI set B and chose query points from POI set A. In these
experiments, bTD-Eager performs continuously better than the baseline algo-
rithm for both measurements.
In case of CPU times, both algorithms show a linear increase but with a much
smaller slope for the line of the bTD-Eager algorithm. This means that the
ratio between the time needed for the straightforward method and the time
needed for bTD-Eager increases with a higher POI density. Although both
methods have to refine more candidates with increasing density, bTD-Eager
performs better due to saving unnecessary refinements caused by using the
filter step.
This fact also affects the number of expanded nodes as it is depicted in the
second plot. While the number of expanded nodes raises by ca. 10000 nodes in
the given range of density for bTD-Eager, it increases by about 95000 nodes
for the baseline approach.
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Abbildung 5.7: bTD-Eager, |V | = 10000, POI A density 10%, various POI B
density, k = 1.

Our last experiments for the bTD-Eager algorithm are shown in Figure 5.8
and investigate various values for the parameter k. While the values for the
baseline algorithm show a linear course, the ones for the bTD-Eager approach
describe a curve in both measurements.
For the CPU time the intersection between both methods is between k = 6
and k = 7, which means that the bTD-Eager algorithm outperforms the base-
line approach for values k < 7. For both methods the runtime increases quite
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Abbildung 5.8: bTD-Eager, |V | = 10000, POI A density 10%, POI B density
70%, various k.

fast with an increasing value of k. This is caused by the extent of the network

38



KAPITEL 5. EXPERIMENTS

expansions needed to refine RkNN candidates. For the bTD-Eager algorithm,
the filter step can cap the number of RkNN candidates for small values of k,
but for higher values of k, the filter step gets more expensive and finally leads
to additional costs.

This can also be observed for the I/O costs. Although the intersection between
both methods is closer to k = 6, we can make the same resolution concerning
the worthwhileness as for the CPU time due to having discrete values for k.

5.2 Experiments for TD-RkNN Schedules

5.2.1 Experimental Setup

Table 5.2 shows the settings of parameters we used to evaluate the TD-RkNN
schedules. Since the costs for the computation of the bichromatic schedules
vary clearly to the costs for computing the monochromatic schedules at various
densities for the POI set A, we chose different values therefore. Values marked
with b were chosen for bSchedule experiments, values marked with m were
chosen for mSchedule experiments and unmarked values were chosen for both.

Parameter Values
network size |V | 1000, 2000, 4000, 10000, 20000, 50000

POI A density [%] 1m, 2m, 3m, 4m, 5, 7.5b, 10, 15b, 20
POI B density [%] 10, 30, 50, 70, 90

k 1, 2, 3, 4

Tabelle 5.2: Experimental settings for TD-RkNN Schedule algorithms.

Underlined values represent the default values and were chosen for the same
reasons as mentioned in Section 5.1.1.

For the monochromatic straightforward method, we considered every POI
pc ∈ A except of the query point as a RkNN candidate and for each point
pc every POI p ∈ A except pc as a kNN candidate. Furthermore we did not
apply some of the proposed methods used in the refinement step except of
the concept of necessary paths, but without applying A* -search. The merge
step and the comparison of minimum travel time functions also remain equal
to as we used them for the TD-RkNN Schedule algorithms. The bichromatic
baseline method proceeds similar but with the difference that POIs of set B
are considered as RkNN candidates.
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5.2.2 Experimental Results

Experimental Results for mSchedule
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Abbildung 5.9: mSchedule, various |V |, POI density 10%, k = 1.

Figure 5.9 shows plots of the experiments for which different network sizes
are used. Figure 5.9(a) compares the monochromatic baseline approach to the
mSchedule algorithm for very small network sizes, i.e. 30, 40, 50, 60. Although
the sizes are chosen very small, the baseline algorithm shows a very high incre-
ase for the needed CPU time. While mSchedule only needs some milliseconds,
the baseline approach already needs more than 4 seconds to create a schedule
for a network size of 60 nodes and 6 POIs. This shows that our proposed me-
thod outperforms the baseline solution by multiples. Due to the unacceptable
high costs of the baseline solution and the fact that there is no reason to assu-
me another progress of costs, we will not compare our method to it in further

40



KAPITEL 5. EXPERIMENTS

 0

 5

 10

 15

 20

 25

 0  5  10  15  20

cp
u 

tim
e 

[s
]

POI density [%]

cpu time -- various POI density

mSchedule

(a) CPU times in seconds.

 0

 100

 200

 300

 400

 500

 600

 0  5  10  15  20

#e
xp

an
de

d 
no

de
s 

[*
10

^3
]

POI density [%]

I/O costs -- various POI density

mSchedule

(b) I/O costs in terms of expanded nodes.

Abbildung 5.10: mSchedule, |V | = 10000, various POI density, k = 1.

experiments.

Figures 5.9(b) and 5.9(c) visualize the trend of costs for larger networks.
The general observation is that the costs for the mSchedule approach are not
as stable as for the TD-Eager algorithms but also are quite robust against a
growing network size.
The needed CPU time for the mSchedule algorithm sways between 344ms and
778 ms, whereas the line shows an high increase between |V | = 1000 and
|V | = 2000. This may be caused by not using the potential of the pruning rule
in small networks as efficiently as it is used in larger ones.
As it could already be observed in the experiments for the TD-Eager algo-
rithms the needed CPU times seem to depend on the number of expanded
nodes, mainly. The plot of the I/O costs shows a similar behavior and sways
between 13000 and 43500 nodes.

The next Figure, i.e. Figure 5.10, shows the experimental results by using
various POI densities. As previously discussed, the plots do not show a clear
course which is an indication that the algorithm is not very stable.
The measurement for the CPU time shows that it takes about 25 seconds to
create a schedule for a query point in a network with a POI density of 1%.
With increasing POI density, the CPU time decreases quite quick by more
than 80% up to a density of 5%. If the POI density is increased more, the
building time for the schedule goes close to zero, e.g. 119ms at a POI density
of 20%.
In terms of I/O costs, the trend is similar and shows more than half a million
of expanded nodes for a POI density of 1% while the number of nodes is just
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Abbildung 5.11: mSchedule, |V | = 10000, POI density 10%, various k.

about 6500 for a POI density of 20%. This behavior can easily be explained
by the increasing number of POIs which causes a higher pruning power for the
filtering for RkNN candidates as well as for the filtering for kNN candidates.

Figures 5.11(a) and 5.11(b) finally present the results for our experiments
by using different values of k. Both measurements show a very high increase
of costs with a growing value of k.
While the CPU times for creating the schedule are quite low for k = 1 and
k = 2, they increase very fast for k = 3 and k = 4. This high decrease can be
argued by the fast increasing effort for network expansions. One point is, that
the filter step gets less efficient but the most causative point is the polynomial
growing number of necessary paths if the network distance from a kNN can-
didate to RkNN candidate increases, which is given if k is increased.
This obviously also has an effect on the I/O costs. While the number of ex-
panded nodes is about 30000 for k = 1, it reaches about 2.75 million for k = 4.
Thus, the monochromatic TD-RkNN schedule is probably not applicable for
high values of k.

Experimental Results for bSchedule

The plots in Figure 5.12 show experimental results for the bichromatic TD-
RkNN schedule by using different network sizes. In Figure 5.12(a), the bSche-
dule algorithm is compared to the bichromatic straightforward method con-
cerning the CPU time. As for the monochromatic case, the algorithms are
compared for very small network sizes. The runtime for building the schedule
by utilizing the bSchedule solution is continuously less than one second where-
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Abbildung 5.12: bSchedule, various |V |, POI A density 10%, POI B density
70%, k = 1.

as the time needed to process the baseline solution shows a very fast increase
again. For a network size of 40 nodes, a POI A density of 10% and a POI B
density of 70%, the CPU time costs are about 62 seconds and reach 137 seconds
for a network size of 60 nodes. Thus, we will not compare both methods in the
following experiments anymore but rather will concentrate on the results for
the bSchedule algorithm.
The two other plots of the figure show the results for CPU time and I/O costs
by using the standard network sizes. Both measurements show results that are
relatively unstable but still give a good impression of the trend.
For the CPU time measurement, the resulting values show a slight increase
with growing network sizes and move between 1.5 and 5.1 seconds. Although
the needed CPU time rises very fast for network sizes less than 2000, it stabi-
lizes for larger networks at a value of ca. 5 seconds. This might come from the
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Abbildung 5.13: bSchedule, |V | = 10000, various POI A density, POI B density
70%, k = 1.

behavior of the pruning rules used for filtering.
For the I/O costs we can see a similar trend. The number of expanded nodes
stabilize a bit later, namely at a network size of about 10000. From this point
on, the number of nodes is at a value of about 240000.

Figure 5.13 depicts the results for running the bSchedule algorithm on
networks with various numbers of POIs in set A. For both measurements, the
costs increase with a decreasing density and become very high for small den-
sities.
The CPU time for creating a TD-RkNN schedule with the bSchedule algorithm
shows exponential behavior with decreasing POI density. While the CPU time
is very small for a density of 20%, it first increases slowly with a decreasing
density and is about 4 seconds for a density of 10%. If the density is decreased
more, the needed CPU time goes up quite fast and is about 46 seconds for a
density of 5%.
The same observation can be done for the I/O costs where the number of
expanded nodes is greater than 1.5 million for a POI density of 5%. This ex-
ponential behavior can generally be explained by the polynomial increasing
number of necessary paths between kNN and RkNN candidates with a decrea-
sing POI density. Due to a high number of POIs in the second set of POIs which
are potential RkNN candidates, this polynomial complexity carries much more
weight in the bSchedule algorithm compared to the mSchedule algorithm.

The next experiments, shown in Figure 5.14, investigate various densities
for the POIs of set B whereas the query point is from POI set A again. In
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Abbildung 5.14: bSchedule, |V | = 10000, POI A density 10%, various POI B
density, k = 1.

other words, this means a various number of potential RkNN candidates.
The measured values for the CPU time show a linear increase with increasing
values for the density. This obviously comes from the growing number of RkNN
candidates that have to be refined. While the time needed to build a schedule
is about 600ms for a POI B density of 10%, it takes about 4.75 seconds to
create one with a POI B density of 90%.
The number of expanded nodes also increases linear and is between 30000 and
255000 in the regarded range of density.

The last experiment we present in this work is depicted in Figure 5.15 and
shows the behavior of the bSchedule algorithm at changing values for k. As
the results for the mSchedule approach already signified for this setting, the
bSchedule also is rather applicable for small values of k than for larger ones.
While the creation of the bichromatic TD-RkNN schedule takes just 4 seconds
of CPU time for k = 1, it takes already 69 seconds for k = 2 and almost 5.5
minutes for k = 4. This comes due to the exponential behavior we already
mentioned before.
The results for the I/O costs show the same course. While the number of
expanded nodes is about 185000 for k = 1, it increases to ca. 22.5 million for
k = 4.
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Abbildung 5.15: bSchedule, |V | = 10000, POI A density 10%, POI B density
70%, various k.
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Conclusion and Future Work

In this work we investigated the problem of RkNN search in time-dependent
road networks. One problem we had to deal with is the pruning of the search
space to minimize the network expansion. Therefore we extended an existing
pruning rule for static networks to prune vertices efficiently in the dynamic
case. Due to this extension, we proposed an algorithm that solves the problem
for monochromatic queries for one specific point in time and a variant of it
that uses a priori information from a pre-processing step to avoid needless net-
work expansions. We adapted this algorithm to process bichromatic queries as
well. Furthermore we proposed methods to pre-compute monochromatic and
bichromatic time-dependent RkNN schedules that provide RkNNs for a whole
range in time. Therefore, we applied several techniques to deal with different
problems like the addition respective comparison of travel time functions or
the limitation and computation of necessary paths between two points in a
time-dependent network. The pre-computed TD-RkNN schedules can finally
be queried for RkNNs for specific points in time as well as for time intervals.
The experimental evaluation on synthetic data showed that all of the propo-
sed algorithms outperform the corresponding baseline solutions easily and are
applicable for large networks, too.

Nevertheless, there are still open questions on the topic. One problem might
be the development of a proper index structure. Previous work for RkNN query
processing showed that RkNN queries can benefit from such structures. Fur-
thermore, time-dependent RkNN queries have not been investigated by using
other pruning approaches, like Voronoi based pruning, yet. Therefore it may be
useful to find techniques how time-dependent networks can be partitioned in
valid areas that help to prune the search space efficiently. Since the proposed
methods are just applicable in case of static objects, another interesting point
might be the consideration of moving objects in time-dependent networks for
RkNN query processing.
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Implementation Details

Algorithm 4 findPaths
Input: Origin vertex o, Destination vertex d
Output: Set of Time Functions F
1: En-queue 〈o, 〈〉, 0〉 in Q
2: Initialize PathTree tree
3: pruningdist :=∞
4: while Q 6= ∅ do
5: 〈n, path,mindist〉 = de-queue Q
6: if n == d then
7: TimeFunction f = tree.insert(path) . c.f. Algorithm 5
8: F = F ∪ f
9: if pruningdist> maxt∈[0,T )(f) then

10: pruningdist= maxt∈[0,T )(f)
11: end if
12: continue in line 4
13: end if
14: for each adjacent node ni of n do
15: if ni /∈ path ∧

mindist + mint∈[0,T ){TT (〈ni, n〉, t)}+ h(ni) ≤ pruningdist then
16: add ni to path
17: En-queue 〈n, path,mindist + mint∈[0,T ){TT (〈ni, n〉, t)}〉 in Q
18: end if
19: end for
20: end while
21: return F
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PathTree

- root : TreeNode

+ insert(p : Path) : TimeFunction

- matchPath(p : Path, n : TreeNode) : TreeNode, Path

+ getRoot() : TreeNode

TreeNode

- v : Vertex

- f : TimeFunction

- children : List

+ TreeNode(v : Vertex, f : TimeFunction)

+ attach(n : TreeNode) : void

+ getChildren() : List

*1 has

Abbildung A.1: Structure of the PathTree.

Algorithm 5 insert
Input: Path p
Output: TimeFunction f
1: 〈treenodei, path〉 = matchPath(p, root) . c.f. Algorithm 6
2: ni := pop first node of path
3: while path 6= ∅ do
4: nj := pop first node of path
5: TimeFunction g := get TimeFunction from treenodei
6: TimeFunction h := get TimeFunction from edge 〈ni, nj〉
7: treenodej := new TreeNode(nj, plus(g, h)) . c.f. Algorithm 7
8: attach treenodej to treenodei
9: treenodei = treenodej

10: end while
11: return f

Algorithm 6 matchPath
Input: Path p, TreeNode node
Output: Last matching TreeNode, non-contained Subpath
1: Let C be the set of graph nodes contained in the children nodes of node node
2: ni := pop first node of subpath(p, 1)
3: if ni /∈ C then
4: return 〈node, p〉
5: end if
6: for each child node n of node do
7: ni := pop first node of subpath(p, 1)
8: if n contains ni then
9: return matchPath(subpath(p, 1), n)

10: end if
11: end for
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Algorithm 7 plus
Input: TimeFunction f , TimeFunction g, Granularity T , e.g. T = 24 for one day
Output: TimeFunction h = f ⊕ g
1: Initialize new TimeFunction h
2: Let Df be the set of domains of the linear functions of TimeFunction f
3: for each domain df := [sf , ef ] ∈ Df do
4: Let fd = mf · x + tf be the corresponding function for domain df in f
5: ls := gf (sf ) mod T
6: le := gf (ef ) mod T
7: Let Dg be the set of domains of pieces from g which intersect the interval

[ls, le]
8: for each domain dg := [sg, eg] ∈ Dg do

9: xf⊕g,1 :=
sg − tf
mf + 1

10: xf⊕g,2 :=
eg − tf
mf + 1

11: yf⊕g,1 := g(x(f⊕g),1) + h(f(x(f⊕g),1) + x(f⊕g),1)
12: yf⊕g,2 := g(x(f⊕g),2) + h(f(x(f⊕g),2) + x(f⊕g),2)

13: mf⊕g :=
y(f⊕g),2 − y(f⊕g),1
x(f⊕g),2 − x(f⊕g),1

14: tf⊕g := y(f⊕g),1 −mf⊕g · x(f⊕g),1
15: create new linear function fi = mf⊕g · x + tf⊕g
16: add fi with corresponding domain [x(f⊕g),1, x(f⊕g),2] to h
17: end for
18: end for
19: return f
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Algorithm 8 merge
Input: Set of time function F
Output: Minimum Travel Time Function fm
1: f̂m := pop first element of F
2: while F 6= ∅ do
3: f := pop first element of F
4: if maxt∈[0,T ](f̂m) ≤ mint∈[0,T ](f) then
5: continue in line 2
6: end if
7: if maxt∈[0,T ](f) ≤ mint∈[0,T ](f̂m) then

8: f̂m := f
9: continue in line 2

10: end if
11: Let Df̂m

be the set of domains of the linear functions of f̂m

12: minmax := min{maxt∈[0,T ](f̂m),maxt∈[0,T ](f)}
13: maxmin := max{mint∈[0,T ](f̂m),mint∈[0,T ](f)}
14: for each domain d = [sd, ed] ∈ Df̂m

do

15: Let fd be the corresponding linear function of d and remove it from f̂m
16: Let Df be the set of domains of pieces from f which intersect the interval [sd, ed]
17: for each domain d′ = [s′d, e

′
d] ∈ Df do

18: Let f ′
d be the corresponding linear function of d′

19: if ∃t ∈ d ∩ d′ : (fd(t) ≤ minmax ∨ fd(t) ≥ maxmin) ∧ (f ′
d(t) ≤ minmax ∨ f ′

d(t) ≥
maxmin) then

20: compute intersection point ti between fd and f ′
d

21: if ti ∈ d ∩ d′ then
22: split d ∩ d′ at ti
23: add the domains [d, ti] and ]ti, d] to f̂m with the lower linear function for both

intervals
24: else
25: if fd(t) < f ′

d(t) for any t ∈ d ∩ d′ then

26: add fd with domain d ∩ d′ to f̂m
27: else
28: add f ′

d with domain d ∩ d′ to f̂m
29: end if
30: end if
31: else
32: if fd(t) < f ′

d(t) for any t ∈ d ∩ d′ then

33: add fd with domain d ∩ d′ to f̂m
34: else
35: add f ′

d with domain d ∩ d′ to f̂m
36: end if
37: end if
38: end for
39: end for
40: end while
41: return f̂m

Due to the similarity to the merge-step, we relinquish to show the pseudo-
code for the comparison additionally.
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